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While gaze data brings benefits like allowing hands-free interaction, it can also reveal sensitive information
about people, such as their gender, age, and geographical origin. Privacy leakage and safeguards have been
explored for gaze data collected through headsets and stationary eye trackers, but never for gaze data collected
through handheld mobile devices, like smartphones. Eye tracking on handheld mobile devices has the potential
to be ubiquitous, but gaze data is typically of lower quality, compounded by additional noise and instability
due to less controlled environments and screen size constraints. To address this gap, we provide the first
evidence of privacy leakage through gaze data collected on handheld mobile devices. In a user study (N=35),
we collected our novel SmartEyePhone dataset of gaze data using a smartphone’s front-facing camera.
Second, we present the first evaluation and comparison of 3 Differential Privacy (DP) techniques against our
dataset and the TüEyeQ dataset, which was collected in prior work using a stationary remote eye tracker. We
found that SmartEyePhone dataset leaks on average 65.5% of private data. DP mechanisms reduce privacy
leakage in our data by 22.33% using Laplace mechanism, 10.43% using Exponential mechanism, 22.60% using
Gaussian mechanism, and 28.34% using AI model perturbation. However, this also reduces the accuracy of the
main task prediction, and is impacted by the choice of privacy parameter values. We present insights on the
trade-off between privacy preservation and the practical usefulness of gaze data. Our insights advance the
understanding of privacy in mobile settings and pave the way for privacy preserving gaze-enabled handheld
mobile devices.
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1 Introduction
Today, eye trackers can be found integrated into Virtual and Augmented Reality headsets [3, 5, 14,
20, 86], smartglasses [69], and laptops [99]. Recently, handheld mobile devices started to support
eye tracking through their integrated front-facing cameras [1, 19, 42]. While these developments
bring a lot of opportunities, such as hands-free interaction and attention analysis, they also present
significant implications for privacy. Eye movements can reveal personal and private aspects of
individuals, including personality traits, sexual interests, and even political affiliations [18, 37, 50,
67, 70], potentially allowing the creation of a comprehensive understanding of users’ demographics
and personal preferences [18, 83]. In our work, we consider two threat models based on attacks
that are feasible against eye tracking data collected from handheld mobile devices, as illustrated in
Figure 1:

DataAttack: Attacking the eye tracking data. In this threat model, the user voluntarily installs
an eye tracking application on their handheld mobile device, granting it access to the front-facing
camera. The application tracks the user’s eye movements while they perform tasks on their device.
Due to the limited processing power of the device, which can affect the application’s performance,
the collected gaze data is processed on the cloud [55]. An attacker then gains unauthorized access to
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Fig. 1. This figure illustrates the threat models where 1) a user installs an eye tracking app on a mobile device,
2) which sends gaze data or the eye tracking model to the cloud, and 3) an attacker can access the cloud
server or intercept data or model transfers to infer sensitive data such as age, gender, and nationality from the
eye tracking data or reconstruct original eye movement records from the eye tracking model and potentially
leak sensitive data. (This figure was created using Canva under Canva’s free and Pro Content License [29].)

the third-party server that holds the gaze data or intercepts the gaze data as it is being transferred.
The attacker then attempts to infer sensitive data, such as the user’s age, gender, nationality, from
the retrieved gaze data using a pre-trained privacy attack AI model given some basic assumptions.

ModelAttack: Attacking the eye tracking model. In this threat model, similar to the DataAt-
tack, the user installs and uses an eye-tracking application on their handheld mobile device which
tracks the user’s gaze data. However, the device has the capability to build a personalized utility
model locally. This utility model is transferred to a remote server to learn better generic models, as
is often done in federated learning [104]. The attacker then gains access to the utility model either
by gaining unauthorized access to the server or by intercepting its transfer and then performing
inference attacks [52, 92] to determine sensitive data about the user. This can be done by probing
the eye tracking model [90] and trying to rebuild the original eye movement records used to train
the model that can leak sensitive data.

We use the following definitions in our work:
� Privacy Attack model is an adversary model trained to take gaze data as input and output
the associated sensitive data, such as age, gender, nationality, and educational background.
� Privacy leakage is defined in this work as the ability to infer sensitive data from the gaze
data using AI model. The privacy leakage is measured by the privacy attack model accuracy
with which the model predicts each sensitive data, higher accuracy indicates higher leakage.
� Utility Task: is the task for which gaze data is originally collected.
� Utility Model: is an AI model trained to predict the utility task that the gaze data was
collected for. For example, if gaze data was used to provide input in a card game, then the
utility of a model refers to its effectiveness in accurately predicting the player’s performance
within the game based on the gaze data.
� Privacy-utility trade-off: is referred to in this work as the goal of minimizing privacy
leakage and maximizing the utility model’s accuracy.
� Remote eye trackers: refer to eye trackers that are not part of wearable devices. These can
be cameras that are integrated or connected to phones, laptops, or desktops. We distinguish
handheld mobile eyetrackers and stationary eyetrackers.

This paper addresses the problem of privacy leakage through gaze data collected by handheld
mobile devices. We focus on handheld mobile devices for three reasons: First is their ubiquity; by
2023, it was found that smartphone users represent about 70% of the world’s population [7]. Reports
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show that Apple, for example, has sold more than 1.5 billion iPhones worldwide. As of 2024, the
Apple iPhone’s market share was over 16% [10]. Hence, the potential for privacy implications of
eye tracking on these devices is amplified [61]. A second motivation for our work is that while it
was shown that gaze data collected on other platforms, such as desktops and Virtual Reality (VR)
headsets, reveals sensitive data about the users [26, 67, 68, 94], it is to date unclear whether the
same holds for handheld mobile devices, where eye tracking accuracy is typically worse due to
the dynamic nature of mobile usage. Addressing this is important to better understand how eye
tracking on mobile devices impacts users’ privacy. Third, it is similarly unclear how well existing
methods for mitigating the privacy implications of eye tracking on other platforms perform on
gaze data collected from handheld mobile devices.

This paper addresses the following research questions:
RQ1 How accurate are attack models in predicting sensitive data using gaze data collected by

handheld mobile devices?
RQ2 How effective are DP mechanisms in mitigating sensitive data leakage from a DataAttack?
RQ3 How effective are DP mechanisms in mitigating sensitive data leakage from a ModelAttack?
To address these research questions, we first collected a novel dataset, SmartEyePhone, which

includes a) gaze data from the front-facing camera of a smartphone while 35 participants took an
IQ test and a card game, and b) sensitive data that could potentially be inferred from the gaze data,
such as the participant’s gender, age, and nationality. We then conducted three experiments to
evaluate attacks and mitigations against our SmartEyePhone dataset, and the TüEyeQ dataset,
which was collected using a stationary eye tracker in desktop settings [57], in order to compare how
mitigation methods perform on gaze data collected from handheld mobile devices versus desktop
settings. In experiment 1, we studied privacy leakage using gaze data in the SmartEyePhone and
the TüEyeQ datasets. In experiment 2, we compared the effectiveness of three DP mechanisms in
mitigating attacks that infer sensitive data using the gaze data in SmartEyePhone and TüEyeQ
datasets. In experiment 3, we evaluated the effectiveness of using AI model perturbation using DP
in mitigating attacks that infer sensitive data from the eye tracking models rather than the eye
tracking data.

We found that SmartEyePhone dataset leaks on average 65.5% of data. DP mechanisms reduce
privacy leakage in our data by 22.33% using the Laplace mechanism, 10.43% using the Exponential
mechanism, 22.60% using the Gaussian mechanism, whereas AI model perturbation reduces privacy
leakage by 28.34%. However, these approaches also reduce the accuracy of the main task prediction
and are impacted by the choice of privacy parameter values. We discuss the trade-off between
user privacy preservation and the practical usefulness of the gaze data and discuss why some DP
methods are less effective in mobile settings compared to wearable eye tracking in VR settings,
likely due to the differing nature of eye movement patterns and noise-inducing factors that impact
accuracy of gaze estimation in each context.

By addressing these research questions, we make the following contributions:
(1) We present the first dataset of eye tracking data collected using a front-facing camera of

a smartphone while taking an IQ test and playing a game on their smartphone, alongside
sensitive data including age, gender, and nationality.

(2) We show for the first time that sensitive data can also be leaked from gaze data collected
through handheld mobile devices.

(3) We present results on the effectiveness of DP mechanisms for mitigating DataAttacks and
ModelAttacks.

(4) We discuss how the choice of noise parameters presents a trade-off between the utility and
the privacy of the eye tracking data.
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2 Background and Related Work
We cover the foundations of eye tracking on handheld mobile devices and the privacy implications
of eye tracking. We then review prior related research that our work builds upon, specifically
focusing on differential privacy and its applications in eye tracking.

2.1 Eye Tracking on Handheld Mobile Devices
The recent revolution of front-facing depth cameras in handheld mobile devices, like smartphones,
has made eye tracking widely available on mobile devices [71]. This allows real-world use of gaze
behavior in everyday activities such as reading and viewing images [12, 13, 61, 100]. This integration
of eye tracking into handheld mobile devices can enhance user interaction on smartphones [36,
72, 80, 81, 85], improve security measures [60] through authentication [64] and privacy protection
[22, 88]. Unlike wearable eye trackers, which are designed solely for eye tracking, eye trackers
built into VR/AR headsets, or stationary remote cameras used in laptops, handheld mobile devices
use front-facing cameras for eye tracking. The front-facing cameras capture the user’s face and
eye movements during interaction. By analyzing the captured eye images or videos, the position,
movement, and gaze direction of the user’s eyes can be tracked. There are multiple APIs and SDKs
developed specifically for leveraging the front-facing cameras for eye tracking on smartphones.
These include to name a few: SeeSo SDK [1], ARKit framework by Apple [19], and Eye Square [42].
Eye tracking data from mobile handheld eye trackers like smartphones differs in nature compared
to eye tracking data captured by high-end purpose-built eye trackers. This includes: the relatively
lower quality of the gaze data captured by handheld eye trackers compared to high-precision
data from dedicated trackers; the 2-dimensional space, as opposed to the 3-dimensional nature of
eye tracking data in VR settings; the potential effect of the screen size of the handheld device on
observed saccades and fixation metrics, as the user’s visual field and eye movements are constrained
by the smaller display; and the impact of less controlled environments on handheld eye trackers,
which can introduce additional sources of noise and instability (e.g., shaky movements, lighting
changes).

2.2 Privacy Risks of Eye Tracking
On the downside, the use of gaze data on mobile devices may put users’ privacy during everyday
settings at risk [15, 18, 63]. The sensitive gaze data can be vulnerable to unauthorized access,
interception, or misuse [34, 61, 62, 67], especially when it involves granting permissions to third-
party applications to access the front-facing camera or gaze data. Gaze data collected by eye trackers
found in stationary and Virtual Reality (VR) headsets can reveal sensitive information, such as
age, gender, and personality traits [11, 26, 67, 68, 94]. This sensitive information can be inferred by
analyzing the pupil diameter and fixation distribution while, for example, playing a game or viewing
images [59, 79]. Therefore, there is a demand for methods to safeguard gaze data on handheld
mobile devices.

2.3 Differential Privacy
Previous studies such as Steil et al. [94] and Kasneci et al. [58] have demonstrated that tasks
such as document type classification, and IQ test prediction can be effectively accomplished using
eye-tracking data using utility models.

These tasks might reveal sensitive information, raising privacy concerns that traditional methods
like anonymization or aggregation cannot fully address. Differential privacy has emerged as a
prominent technique in this context, offering mathematical guarantees and versatility in data com-
putations [47]. Furthermore, DP mechanisms can prevent model inversion attacks when carefully
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implemented [31, 43]. It has been applied extensively in eye-tracking research to address privacy
concerns by introducing noise, analyzing privacy-utility trade-o�s, and identifying privacy-sensitive
situations [74, 94]. Di�erential privacy has found applications in various forms of eye-tracking data
representation, including eye images, eye movement features, saliency maps, and time sequences
of gaze positions [27, 33, 54, 73, 74, 87, 94]. DP is at the forefront of research aimed at providing
formal privacy guarantees for disclosing gaze data [27, 33, 73, 74, 94]. It ensures individual privacy
protection even when attackers have access to other data points in the dataset [33] and can thus
allow researchers to collect, analyze, and share large-scale eye-tracking datasets and models without
compromising user privacy [44, 53]. This contributes to the development of innovative applications
and models, including personalized recommendation systems and interactive interfaces, while
respecting individual privacy. Di�erential privacy is a robust mathematical framework that has
been widely used in di�erent contexts including eye tracking data. DP techniques can be e�ective
in safeguarding sensitive eye tracking data while maintaining its utility [41, 74]. DP techniques
achieve privacy protection by adding an appropriate level of noise. The level of noise is based on a
fundamental privacy parameter known as epsilonn that quanti�es the level of privacy protection
provided by a di�erentially private mechanism and measures the di�erence in the output of a
mechanism when the input of a single element is changed [38]. This plays a critical role in the
trade-o� between privacy and accuracy of the eye tracking model. The mathematical de�nition of
DP, as proposed by Dwork [38] involves comparing two datasets, D and D', that di�er by only one
record. The goal is to use a randomization process, denoted as M, to generate a query result from
the database. This result is then analyzed for a speci�c subset, represented as S. Then, we say that
the mechanism M providesn-DP if for any S, D, and D',

Pr»" ¹� º 2 ( ¼ � 4� n Pr»" ¹� 0º 2 ( ¼ (1)

The probability in the mentioned inequality is determined by the randomness of mechanism M. This
randomness is essential in providing a robust privacy guarantee based on the privacy parametern.
We focus on three methods in this work, presented in chronological order from the oldest to the
newest:

The Laplace Mechanism. The Laplace mechanism is the most widely used mechanism to
achieve di�erential privacy [74]. The classical Laplace mechanism in di�erential privacy is a
method of adding noise depending onn according to the Laplacian distribution [39, 40, 47, 49].

The Exponential Mechanism. The Exponential mechanism [41, 78] achieves di�erential
privacy by randomly sampling from a set of candidates where each candidate is chosen with a
probability proportional to a utility determined by the private data.

The Analytic Gaussian Mechanism. The Gaussian mechanism was �rst proposed by Dwork
and Roth [38, 41]. This mechanism generates samples from the Gaussian distribution using two
samples from the normal variate method in Python's random library as detailed in [47]. The
Analytic Gaussian Mechanism [23] overcomes the limitations of the classical Gaussian mechanism
by providing a balanced approach to noise addition, preventing extreme noise that reduces data
utility and insu�cient noise that compromises privacy. The Analytic Gaussian mechanism o�ers
an improved approach to calibrating the noise variance. This enhancement ensures optimal privacy
guarantees by e�ectively matching the global L2 sensitivity of the function.

While DP in eye tracking data adds su�cient noise to make it infeasible to compute sensitive
attributes about the user from their data, thereby improving privacy, this approach may limit
the utility of the data. For example, if the gaze data was collected to generate heatmaps, allow
gaze-based interaction, or predict performance in a task, then the noise added by a DP approach
that solely optimizes for privacy may hinder these objectives. Thus, a challenge when implementing
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DP is to balance a) privacy protection by reducing the chances sensitive information can be inferred
from the data, and b) preserving the data's utility for its intended applications.

2.4 Applications of Di�erential Privacy in Eye Tracking

Previous work in gaze data privacy has focused mainly on VR headsets, with little attention to
handheld eye tracking [73]. For instance, Steil et al. [94] utilized di�erential privacy by adding noise
to gaze data through the Exponential mechanism, which prevented third-party inferences of gender
data while maintaining performance in gaze-based document classi�cation. Similarly, David et al.
[32] applied formal privacy de�nitions to eye-tracking features in VR and proposed mechanisms
based on k-anonymity and plausible deniability. These methods e�ectively protected user identities
while maintaining utility, o�ering various options with trade-o�s in identi�cation rates and accuracy.
In the realm of Extended Reality (XR) applications, David et al. [33] evaluated privacy-preserving
techniques for eye tracking datasets, employing k-anonymity, plausible deniability, and di�erential
privacy. Their �ndings highlighted trade-o�s between privacy and utility, with k-anonymity
performing best at retaining utility for gaze prediction. In Mixed Reality eye tracking contexts,
David et al. [35] integrated privacy mechanisms into the application programming interface to
mitigate risks, reducing individual identi�cation rates and promoting privacy by design. This
approach introduced the Gatekeeper model for biometric authentication in applications requiring
Area Of Interest (AOI) metrics. Additionally, the application of di�erential privacy mechanisms
to gaze data heatmaps was investigated by Liu et al. [74]. They utilized the Laplace and Gaussian
mechanisms, which provided a desirable privacy-utility trade-o�. To handle temporal correlations
in eye movement data, Bozkir et al. [27] adapted di�erential privacy by implementing the Fourier
Perturbation Algorithm (FPA). This method successfully maintained privacy by adding noise to
the time-based patterns in the data, ensuring that sensitive data was protected while still allowing
meaningful analysis. For webcam-based eye trackers, Jingjie Li et al. [73] introduced KalYido, a
real-time privacy control system designed for processing eye tracking data using local di�erential
privacy. This system o�ered formal privacy guarantees against spatial information of eye gaze and
enabled real-time operation, unlike the o�ine settings used by Steil et al. [94]. However, KalYido
did not cover other features of eye tracking data, such as blink timing and pupil dilation, nor did it
evaluate e�cacy in other eye tracking platforms.

2.5 Existing Eye Tracking datasets

Since we focus on gaze data collected using remote handheld mobile eye trackers like front-facing
cameras of smartphones, to the best of our knowledge, no publicly available datasets exist that
combine gaze features with personal information. Most of the existing datasets consist of images
of eyes or faces collected for appearance-based gaze estimation. For example, MPIIGaze [105] and
MPIIFaceGaze [28] captured images using laptop webcams, while GazeCapture [66] collected images
using smartphones and tablets. However, none of these datasets include gaze features combined
with demographic or personal data. On the other hand, the TüEyeQ dataset [57] contains gaze
data from participants who completed the CFT-20R IQ test. Additionally, it includes demographic
information about participants. The TüEyeQ dataset was collected using a remote stationary eye
tracker in a non-mobile setting, making it the most relevant to our study's goal of predicting
sensitive personal data from gaze features. Kasneci et al. [58] demonstrated that eye movement
data can reveal IQ performance. Therefore, we replicated this study using the same utility task and
collected a new novel dataset using a handheld mobile eye tracker, such as the front-facing camera
of the smartphone. Our dataset �lls the gap in the literature by providing a dataset consisting of
gaze features combined with personal demographic data collected via smartphones.
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2.6 Research Gap in Prior Work

From reviewing the literature, it is evident that extensive research has investigated eye tracking
privacy in VR contexts. However, very limited studies have examined the e�cacy of existing
di�erential privacy mechanisms on data collected via handheld eye trackers, such as using the
front-facing camera of smartphones. The unique challenges of mobile settings, such as lower quality
eye tracking data due to user and device movement, mean that �ndings from prior work may not
directly apply. This research addresses this gap by �rst evaluating how much sensitive data can be
leaked from gaze data collected on handheld mobile devices and then comparing the e�ectiveness
of di�erential privacy methods in this context to data collected by stationary non-handheld eye
trackers.

3 Methodology

To address the research questions, we needed access to a suitable dataset from handheld remote
eye trackers, like front-facing cameras of smartphones. However, to our knowledge, such a publicly
available dataset along with personal data that could be inferred from gaze data does not exist.
Hence, we initially collected a dataset of gaze data using the front-facing camera of a smartphone,
while 35 participants performed two tasks. We detail this in section 3.1. We then tackled the research
questions in three o�ine experiments. We �rst describe Experiment 1 that investigates privacy
leakage. We describe the data pre-processing underlying all three experiments in section 3.2.1. We
then detail how the utility and attack models were developed; speci�cally for RQ1, we trained
utility and attack AI models on the TüEyeQ dataset andSmartEyePhonedataset to measure how
much sensitive data can be inferred from the gaze data. To address RQ2, we investigated dataset
perturbation using three DP mechanisms - Laplace, Exponential, and Gaussian mechanisms - and
evaluated their impact on privacy preservation using retrained utility and attack models. Finally,
for RQ3 we investigated utility model perturbation and evaluated its e�ectiveness in mitigating
privacy leakage in privacy attack models.

3.1 SmartEyePhone Dataset Collection

We constructed a dataset of gaze data, logging participants' eye movements performed two tasks, an
IQ task and a Game task, on a smartphone, combined with private information about participants.
Ethical approval was obtained prior to data collection. Participants' data were anonymized and
securely stored on University of Glasgow servers and can only be accessed by the research team.

3.1.1 ParticipantsWe recruited 35 participants (12 males and 22 females, 1 non-binary) through
the University of Glasgow mailing lists and advertised through social media and word of mouth.
Participants were compensated with ¿10 Amazon vouchers. All Participants had normal or corrected-
to-normal vision (contact lenses or eyeglasses). Participants ages varied between 22 and 71 (mean
= 32.31). The participants came from di�erent educational backgrounds such as Teaching English
to Speakers of Other Languages (TESOL), management, civil engineering, software engineering,
mechanical engineering, computer science, linguistics, animal science, cancer science, music, and
education. Ten participants did not know anything about eye tracking before the study and 16
knew a little about eye tracking before the study e.g., heard of it, but never tried it. The remaining
9 used eye tracking before but were not experts in it e.g., they used it for gaming or fun.

3.1.2 Apparatus and MaterialsOur SmartEyePhonedataset was collected using the front-facing
camera of an iPhone 14 Pro. The iPhone 14 Pro is equipped with a 12-megapixel TrueDepth front-
facing camera that supports an enhanced autofocus system and a faster aperture with a quality
of 4K video recordings [4]. The front-facing camera is also equipped with enhanced features like
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the Photonic Engine system, Deep Fusion feature, and smart HDR 4 that provides high-quality
images[4]. This makes the iPhone 14 Pro front-facing camera ideal for capturing high-quality
images during eye tracking. Participants held the iPhone by hand, as this is the most common
way of interacting with mobile devices comfortably. While this introduces shaking when holding a
phone by hand and interacting with it, this is more natural for participants and aligns more with
day-to-day usage of mobile devices. For recording eye movements, a native iOS application was
developed for the study using SeeSo SDK [1] on a smartphone. SeeSo is a software development
kit (SDK) that provides state-of-the-art eye-tracking capabilities to collect gaze data and can be
integrated into smartphones. We opted for an iOS native application because SeeSo did not support
web calibration on smartphones at the time of conducting this study, so it could not be used on a
web-based application that worked on multiple smartphone operating systems; therefore, a native
iOS application was developed using Xcode to run on an iPhone 14 pro. The IQ task involved �lling
out an intelligence test named Cattell's Fluid Intelligence Test, Scale 2 (CFT 20-R) [97]. The CFT
20-R is a nonverbal ability test that does not rely on language or cultural background. The test
consists of 56 individual IQ tasks that fall under four categories: series continuation, classi�cations,
matrices, and topological conclusions. Each category consists of 11�15 test items with increasing
di�culty and a time limit of 3-4 minutes. This task has been used in previous studies [57] using a
stationary remote eye tracker, thus allowing a di�erent use case. To record the eye movements
of the participants while solving the IQ test task, we converted the classic paper and pen version
into a digital version that could be displayed on an iPhone 14 pro screen. We used the Qualtrics
platform [84] which is used for this purpose to create and distribute web-based surveys. Since
the iPhone screen was only 6.12 inches and did not accommodate multiple questions on one page
without the need for scrolling, the participants viewed only one question on a page. All instructions
were presented in English. The Game task was to play a card-matching game that utilizes gaze
interaction. Since previous studies investigated privacy leaks by capturing eye movements during
tasks like reading [94] and viewing images [35], we developed this card game to include gaze input
while playing the game and compare the performance with the previous tasks. The game shows a 3
by 4 grid of fruit symbols. The task is to select 2 matching symbols using gaze input. To obtain a
score, the participant needed to hold their gaze on one card to �ip it. Then they needed to select
another card that matched the initially selected card. If participants achieve a success percentage
out of 60% they will pass the game. Any lower percentage will result in failing and stopping the
game.

3.1.3 ProcedureThe experiment took place in-person and lasted around 1 hour, with one partici-
pant undertaking the experiment at a time. After arriving at the experiment room, the participant
was given a brief overview of the experiment and asked to read through the participant infor-
mation sheet that provided a detailed explanation of the experiment and signed a consent form.
The participant used an iPhone 14 Pro provided by the experimenter who ran the eye tracking
application, while the participants were seated during the experiment. To allow for a comfortable
distance between participants and the iPhone, we advised participants to hold the iPhone and keep
a 30-45cm distance [21, 25, 75] depending on their preferences to match what they would normally
do while using their smartphone. The participants then performed a calibration task by following
�ve moving small circles on white screen in the application with their eyes. The participants
were asked to repeat the calibration multiple times until they passed the task successfully. The
calibrations were performed before starting the tasks to assure the quality of the eye tracking,
no data were recorded while performing the calibration. Next, participants completed the two
main tasks, the IQ task, and the Game task, in sequence. We did not randomize the order of these
tasks, as there are no learning e�ects in task completion. Figure 2 shows a snapshot of the task
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iOS applications while a participant performs a task: the IQ test (A) and the card game (B). The
participants were �rst presented with instruction phase and exemplary test questions without
any time constraints. This allowed them to familiarize themselves with the test process. After the
instruction and example phase, the participants then started solving the CFT 20-R IQ test items
using the iPhone's touch screen. While they were solving the IQ tasks, their eye movements were
recorded. Next, participants did the game task. The participants used the same iPhone 14 Pro to
play the game and their eye movements were recorded via the front-facing camera. After �nishing
the tasks, the experimenter stopped and saved the data recordings. Then, participants �lled out a
questionnaire on demographics and their educational background using Qualtrics on the iPhone.

Fig. 2. We recorded the eye movements of the participants while performing two tasks on a smartphone: CFT
20-R Test to measure the IQ performance as the first task (A), and playing a card game using gaze interaction
(B) as the second task.

3.1.4 Logged DataWe collected a total of 54,678,456 raw gaze records. Each IQ task generated
approximately 16,744 raw gaze records, as the eye tracker captured 30 records per second. Therefore,
each participant contributed around 1,060,864 raw gaze records in total for all tasks. This provides
a substantial granularity.

Our SmartEyePhonedataset contains a record of each participant's eye movement features (gaze
coordinates, �xation [89], saccades [89], �xation counts, saccades count, mean �xation duration,
mean saccade duration, mean attention score [1], drowsiness [1], timestamp information, and mean
eye openness[1]). For the IQ task, we recorded the IQ test result for each IQ item as a success
or fail. For the card game task, we recorded the card game result as a success or fail, the mean
mismatching pairs, and mean matching scores of each card in the grid. TheSmartEyePhonedataset
is the eye movement data and the task data merged with the demographic data and the educational
background information (gender, age, nationality, and educational background).

3.2 Experiment 1: Predicting the Utility and Sensitive Data from SmartEyePhone and
TüEyeQ Datasets

Our �rst experiment focuses on RQ1. This section outlines the steps taken to analyzeSmartEye-
Phone dataset, which we collected (subsection 3.1), and theTüEyeQdataset [57]. The TüEyeQ
dataset contains gaze data collected from 315 participants while they �lled the same IQ test our
participants �lled when collectingSmartEyePhonedataset. Like our dataset, TüEyeQ also contains
demographic information about the participants, including their age, gender, and whether they
are German. The TüEyeQ dataset was collected in very similar conditions to our dataset, using
a remote, rather than a wearable, eye tracker.SmartEyePhonedataset was collected using the
front-facing camera of a mobile device, which is also �remote� rather than wearable. This means
that the TüEyeQ dataset is the closest dataset to ours. Hence, this allows us to understand if gaze
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data collected from handheld mobile devices leaks as much sensitive data as stationary remote eye
trackers, like the one used for the TüEyeQ dataset.

3.2.1 Data Pre-processingHere we describe how we processed theSmartEyePhonedataset for
further analysis. The rawTüEyeQdataset can be found in Kasneci et al. [57]. It contains the
following features: mean �xation duration [57, 58], mean saccade duration[57, 58], mean pupil
diameter[57, 58], mean microsaccade count[57, 58], mean micro saccade amplitude[57, 58], mean
microsaccade peak vilocity[57,58], �xation count[ 57,58], saccade count[57,58]. The eye movements
and demographics data including 'age', 'gender', 'and native German' were merged. To construct the
dataset for experimentation, null values and observations with missing IQ task data were removed.
The �nal pre-processed dataset contained 8647 rows and 12 columns. Table 1 shows a sample of
the Gaze features (the privacy record) of the TüEyeQ dataset.

In order to compare to the TüEyeQ dataset, forSmartEyePhonedataset, the raw data from
participants described in section 3.1.4 was processed to create a comprehensive dataset for further
analysis. This involved calculating �xation counts, saccade counts, mean attention score, mean eye
openness, mean �xation duration, and mean saccade duration. The �nal pre-processedSmartEye-
Phonedataset contained 1904 rows and 14 columns for the IQ task and contained 34 rows and 15
columns for the game task. Table 2 shows a sample ofSmartEyePhonedataset gaze features (the
privacy record) collected in this study.

Table 1. A sample of privacy records from the publicly available TüEyeQ dataset [57] of two participants who
are native Germans, and have the same gender.

Task
ID

mean
Fixation
Duration

mean
Saccade

Duration

mean
Pupil

Diameter

mean
Microsaccade

Count

mean
Microsaccade

Amplitude

mean
Microsaccade

Peak
Velocity

�xation
Count

saccade
Count

1 386”029 33”42 2”962 0”706 6”149 19”16 17 18

2 436 31”14 2”916 1”267 7”098 21”39 8 7

Table 2. A sample of privacy records from theSmartEyePhone dataset of two participants who share the
same age group, have di�erent genders, educational backgrounds, and nationalities.

Task
ID

Fixation
counts

Saccade
counts

mean
attention

Score

mean
eye

Openness

mean
�xation
duration

mean
saccade
duration

is
Drowsiness

1 141.0 34.0 0.900869 0.998022 0.049907 0.187455 0

2 352.0 76.0 0.834068 0.201598 0.057100 0.240013 1

3.2.2 Utility and A�ack Model ImplementationsOur experiments rely on investigating the per-
formance of the utility model that utilizes the gaze data to infer the IQ and game task, and the
attack model that infers the sensitive data. For both these models, we utilized a Logistic Regression
classi�er from Scikit-Learn [6]. We selected the Logistic Regression model because, in initial ex-
ploratory investigations, it achieved the highest accuracy in predicting the utility task performance
compared with the Light Gradient Boosting Machine (LGBM) classi�er.

Utility model implementations. The utility task models were trained from TüEyeQ and our
SmartEyePhonedatasets to predict the utility tasks: 1) IQ test results from TüEyeQ, 2) IQ test
results fromSmartEyePhone, and 3) card matching game results based on the processed eye
movement features. Table 3 shows the accuracy of the utility tasks for all datasets.
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Table 3. Summary of Prediction Accuracies and data distributions for the utility tasks of TüEyeQ and
SmartEyePhone datasets along with the performance metrics for each model

Data distribution
Dataset Utility task Precision Recall F1 score Accuracy Success rate Fail rate
TüEyeQ IQ performance task 0.834 0.990 0.905 82.86% 82.57% 17.43%

IQ performance task 0.702 0.976 0.816 69.43% 69.60% 30.40%
SmartEyePhone Card game task 0.529 0.529 0.529 76.47% 64.70% 35.30%

Privacy attack models implementations. We built the privacy attack models to predict the
sensitive data associated with TüEyeQ and ourSmartEyePhonedatasets relying only on the
processed eye movement data. The privacy attack models include predicting: 1) gender, age group,
and nationality from the TüEyeQ dataset and 2) gender, age group, nationality, and educational
background from theSmartEyePhonedataset. The reported demographics were used as ground
truth. Since the TüEyeQ, andSmartEyePhonedatasets are not gender balanced, with more female
instances than males, and the nationality of most participants in TüEyeQ dataset belong to one
class than the other, in preliminary testing, we used SMOTE (Synthetic Minority Oversampling
Technique) to balance the datasets. However, we observed a considerable drop in task accuracy for
both the TüEyeQ dataset and ourSmartEyePhonedataset. Since the IQ performance is the primary
utility task in both datasets, we needed to maximize the utility of gaze data for task prediction.
To achieve similar performance results with the TüEyeQ dataset as reported in the original study
by Kasenci et al. [57, 58], we decided against using oversampling techniques. Additionally, we
replicated the approach used by Kasenci et al. [57, 58] on a di�erent platform, utilizing a handheld
mobile eye tracker to directly compare IQ performance results with those obtained from a stationary
eye tracker. Kasenci et al. [57, 58] did not apply oversampling techniques in their study, and we
followed their methodology to ensure consistency.

Attacker's Basic Assumptions. To evaluate the performance of our attack models, we compare
it against the �attacker's basic assumptions�, which represent the naive basic knowledge the attacker
is likely to have about the dataset from knowledge in the public domain. For example, by assuming
that the TüEyeQ dataset's participants were students at the University of Tübingen, the attacker
can look up information about the gender distribution of that university's student population to
infer that 59% are females and 41% are males. Therefore, we consider that the closer our attack
models' predictions are to the real distribution in our datasets, the more accurate they are. If our
attack models outperform the attacker's basic assumption, it indicates privacy leakage. We did
the same for gender, age group, nationality, and educational level. Table 4 shows the attack model
accuracy and the attacker assumptions based on the statistics available on each university website
[45, 96].

Model performance metrics. For both utility and privacy attack models, we employed a
cross-validation approach with 20-fold for the TüEyeQ dataset and 7-fold for theSmartEyePhone
dataset with the CFT task. For theSmartEyePhonedataset in the card game task, we used 34-fold
(leave one out) which is a special type of cross-validation approach where one data point is left out
as the validation set, while the model is trained on the rest of the data. This approach is particularly
e�ective for datasets of small size as it provides a highly accurate estimate of model generalizability.
The cross-validation approach allowed us to allocate the majority of the data for training purposes
while reserving the remaining for testing. Additionally, this method ensured that data contributed
by any individual participant was exclusively present in either the training or validation sets,
avoiding any overlapping. The di�erent k-fold was tailored to each dataset size to generate the
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best-performing models. However, this will not a�ect the implementation of the DP mechanisms.
For performance measures, we used precision, recall, and f1-score.

3.3 Experiments 2 and 3: Dataset and Model Perturbation

Experiments 2 and 3 focus on addressing the DataAttack and the ModelAttack, respectively. This
section describes the methodology used for both experiments, while the results are in subsection 4.1
To this end, we utilized DP mechanisms and models. To implement them, we used the IBM Di�eren-
tial Privacy Library [48]. This library is dedicated to di�erential privacy and machine learning that
allow the implementation of di�erentially private models and mechanisms. In our implementation,
we followed two approaches in applying the DP mechanism. Experiments 2 and 3 investigated the
e�ectiveness of DP mechanisms for data perturbation and machine learning model perturbation to
address the DataAttack and ModelAttack threat models respectively.

3.3.1 Experiment 2: Data PerturbationWe compared three DP mechanisms: Laplace, Exponential,
and Gaussian mechanisms. We evaluated the accuracy of the utility model and privacy attack
models using 500n values from 0.001 to 10 for all DP mechanisms to �nd the optimal balance
between privacy and utility. We then re-trained the utility and attack models using the perturbed
data.

The Laplace mechanism used the following parameters: Each eye feature was clipped to a
range, and then the Laplace noise was added to each eye feature value. Sensitivity was set to the
width of each eye feature range. The Laplace mechanism took 9 minutes to execute and generate
the perturbed data for the TüEyeQ dataset and 3 minutes for theSmartEyePhonedataset.

For theExponential mechanism , we adapted the implementation following previous work
[94]. We used the L1 distance norm to calculate the utility function:

distances= jGvalues� mean¹Gvaluesºj (2)

whereGvaluesdenotes the eye movement features. This calculates the absolute di�erences between
each value inGvaluesand the mean ofGvalues. We calculate the maximum distance as a reference
point for normalization in the subsequent step, and then we calculate the utility function as follows:

utility =
max_distance� distance

max_distance
(3)

The eye movement data was randomized based on the following parameters: each eye movement
feature was clipped to a range between the maximum and the minimum values. Sensitivity was
set to the width of each eye feature range. The Exponential mechanism took up to 5 hours and 42
minutes to execute for the TüEyeQ data set and 1 hour, and 43 minutes for theSmartEyePhone
dataset.

We used theAnalytic Gaussian mechanism , an improvement to the Gaussian mechanism
[23, 48]. We set the parameters as follows:X = 1

=2 where n denotes the number of records in the
dataset, Sensitivity was set to the width of each eye feature range. Delta quanti�es the probability
that the privacy guarantee associated with epsilon might not hold, and as per the guidelines in
Dwork et al. [41], the delta should be smaller than the inverse of any super-linear polynomial in
the database size. Previous work by Aou Li et al. [74] in eye-tracking data shows that delta = 1/n is
associated with poor privacy as it can lead to the disclosure of complete records [41], we opted for
a more conservative value of 1/n² which aligns with established privacy-preserving practices [2].
The Gaussian mechanism took 9 minutes to execute for the TüEyeQ dataset and 4 minutes for the
SmartEyePhonedataset.

3.3.2 Experiment 3: Model PerturbationWhile dataset perturbation is an intentional manipulation
of sensitive data in a dataset to protect privacy, model perturbation introduces calibrated noise
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into the model gradients to ensure that the model's outputs do not reveal individual information,
thereby preserving privacy. To address the model attack threat model, we utilized the deferentially
private counterpart of the logistic regression model using the di�privlib library [48]. This model
implements regularised logistic regression using the Laplace-distributed random vector to the
model gradients during the training process to ensure di�erential privacy [30]. This ensures that
the produced model preserves privacy by inducing noise during the training process, speci�cally in
the computation of gradients of the loss function with respect to the model coe�cient not directly
to input data. This prevents any attempts at re-engineering the original training data, thereby
protecting against privacy invasions. It was noted from previous work that the choice of epsilonn
values is a signi�cant factor in achieving utility-privacy trade-o� [94], we trained the DP models to
predict the task (i.e. utility task), and each sensitive data (i.e. privacy leakage) using 500n values
from 0.001 to 10 aiming to achieve a balance between preserving privacy and maintaining the
utility of the trained model.

3.3.3 The Utility-Privacy Trade-o�Recall that there is a trade-o� between utility and privacy, and
the goal is to minimize privacy leakage and maximize the utility model's accuracy. Our analysis
pays close attention to the choice of epsilon values in this trade-o�. Hence, in both experiments
2 and 3, we highlight epsilon values that meet the condition of achieving an accuracy below the
original prediction for each sensitive data and that achieved the highest accuracy for the utility
tasks. We examined these epsilon values across all datasets and utility tasks, considering all sensitive
features. We then discuss in more details the speci�c epsilon value that was found to best achieve
the desired privacy-utility trade-o�. For this optimal epsilon value, we then assess the performance
of each mechanism by measuring the average change in utility models and privacy leakage across
all tasks and sensitive features. This analysis will provide insights into the utility implications of
each mechanism.

4 Results
4.1 How accurate are a�ack models in predicting sensitive data using gaze data

collected by handheld mobile devices? (RQ1)

The results of our privacy leakage analysis of the TüEyeQ and ourSmartEyePhonedatasets, as
detailed in section 3.2.2, are summarized in Table 4, which presents the accuracy scores of the
privacy attack model for predicting sensitive data from the eye movement datasets, along with
the dataset distribution and attackers basic assumptions. Our analysis highlights the di�erences
between simply "guessing" sensitive data based on an attacker's basic assumptions and demonstrates
the role of the unbalanced dataset in privacy leakage. If the model's accuracy outperforms the
attacker's basic assumptions, it indicates evidence of privacy leakage. Even in cases when the
model's accuracy is closer to the attacker's basic assumptions, the model can still reveal meaningful
patterns that can re�ne an attacker's strategy to infer sensitive data. Especially in the presence of
dataset imbalances, the model could reveal patterns about the true distribution of the imbalanced
dataset that the attacker would use to enhance their general assumptions.

We chose not to apply oversampling techniques to investigate for the �rst time the possibility of
inferring sensitive features of eye tracking data collected using front-facing cameras, considering
the low quality of these trackers compared to more sophisticated ones. We found that the aver-
age privacy leakage of predicting sensitive data for the TüEyeQ dataset was 76.80%, while from
SmartEyePhonedataset it was 66.26% in the IQ task, and 64.73% in the card game task. Hence, there
is less privacy leakage from handheld remote eye trackers than from stationary remote eye trackers.
The highest privacy leakage of 95.21% in TüEyeQ's was for nationality, possibly driven by the very
unbalanced data of this sensitive attribute. This is also much higher than the basic assumption of
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an attacker of 86% Germans. Further, our analysis showed that predicting gender from the TüEyeQ
dataset achieved an accuracy of 72.01% which is higher than the attacker's basic assumption of
59% females. The age group prediction model in TüEyeQ dataset achieved an accuracy of 63.20%,
which is higher than the attacker's basic assumption of 57% for the majority age group (18�24
years) class. This also indicates privacy leakage, as the model outperformed the naive attacker
assumption. on the other hand, the highest privacy leakage inSmartEyePhonedataset was 71.06%
for the nationality in the IQ task, and 67.65% in the game task, both of which are higher than
the attacker's basic assumptions of 47.13% non-UK group nationality. Educational background
prediction fromSmartEyePhonedataset in the IQ task achieved an accuracy of 70.64% which
is higher than an attacker's basic assumption of 62% postgraduate degree. Furthermore, gender
prediction inSmartEyePhonedataset achieves an accuracy of 64.76% in the IQ task and 61.76% in
the card game task, which is slightly higher and close to the attacker's basic assumption of 59%
females. However, these results still reveal the actual gender distribution of the dataset, clearly
highlighting the imbalance and exposing sensitive information. On the other hand, Age group
prediction fromSmartEyePhonedataset in the IQ task achieved an accuracy of 58.61%, compared
to the attacker's assumption of 73.22% for the (19�29 years) majority class, and in the card game task,
the model achieved an accuracy of 61.81%, in which both lower than the attacker's assumptions of
73.22%. Despite this, the prediction still exposed the dataset's underlying distribution, potentially
aiding attackers in re�ning their assumptions. Thus, imbalances in the data distribution, coupled
with an attacker's basic assumptions, can lead to privacy leakage.

Table 4. Prediction accuracy of logistic regression models on sensitive a�ributes from the eye movement
datasets, indicating potential privacy leakage. Model performance is evaluated using standard metrics. To
assess vulnerability, the models' accuracies are compared against a baseline established through simulated
a�acker random guessing. This baseline leverages publicly available university demographics, representing
basic, naive a�acker knowledge.

Dataset Classi�cations Precision Recall F1 score Accuracy Data distribution Attacker basic assumption

Gender 0.516 0.014 0.028 72.01% Male= 27.98% Female= 72.01% Male= 41% Female=59%

Age group 0.400 0.348 0.303 63.20% (19 to 24 years)= 64.33%(25 to 30 years)= 35.66% (18-24 years)= 57% (25-30 years)= 42%TüEyeQ

Nationality 0.953 0.999 0.975 95.21% German= 94.66% Non german= 5.33% German= 86% Non german= 14%

Gender 0.143 0.001 0.003 64.76% Male= 35.29% Female= 64.70% Male= 40.11% Female= 59.57%

Age group 0.613 0.585 0.506 58.61% (18-30 years)= 55.88% (31-70 years)= 44.11% (19-29 years)= 73.22% (30+ years)= 2.74%

Educational Background 0.706 1.000 0.828 70.64% Undergraduate= 29.41% Postgraduate= 70.58% Undergraduate= 38.87%Postgraduate= 61.13%
SmartEyePhone-IQ task

Nationality 0.551 0.055 0.099 71.06% UK= 29.41% Non UK= 70.58% UK= 52.87% Non UK= 47.13%

Gender 0.444 0.583 0.500 61.76% Male= 35.29%, Female= 64.70% Male= 40.11% Female= 59.57%

Age group 0.662 0.618 0.611 61.81% (18-30 years)= 55.88%, (31-70 years)= 44.11% (19-29 years)= 73.22% (30+ years)= 2.74%

Educational Background 0.495 0.677 0.570 67.71% Undergraduates= 29.41%,Postgraduates= 70.58%Undergraduate= 38.87%Postgraduate= 61.13%
SmartEyePhone-Game task

Nationality 0.676 0.676 0.676 67.65% UK=29.41% Non UK= 70.58% UK= 52.87% Non UK= 47.13%

Main Finding 1: Eye movement data collected via handheld remote eye trackers can reveal
sensitive data about individuals but possibly not as much as through other remote eye
trackers. Data distribution imbalances coupled with educated assumptions might play in
the hands of an attacker.
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4.2 How e�ective are DP mechanisms in mitigating sensitive data leakage from a
DataA�ack? (RQ2)

To address our �rst threat model the DataAttack, we applied Laplace, Exponential, and Gaussian
DP mechanisms to the processed eye movement data to measure their e�ects on preserving privacy,
as described in section 3.3. In summary, we found that while the exponential mechanism does
not impact utility negatively, it has a very limited impact on reducing privacy leakage. On the
other hand, both Laplace and Gaussian mechanisms restrict privacy leakage from eye tracking
data collected by stationary and handheld remote eye trackers. In the following, we detail our
comparison of the prediction accuracy after the application of each DP mechanism, with the baseline
prediction accuracy of the privacy attack model, and the utility model.

4.2.1 Laplace MechanismFigure 3 shows the accuracy within the IQ task across 500 epsilon values
using the Laplace mechanism. This shows that while many epsilon values allow preventing privacy
leakage for gender, age, nationality and educational background, they also signi�cantly reduce the
utility. Therefore, we looked for epsilon values which maximize the privacy-utility trade-o�. In
the Laplace mechanism, we only found 2 epsilon values that maximized utility while minimizing
privacy leakage across all datasets. Epsilon value4?B8;>== 0.2998 gives the highest accuracy for
utility task prediction among all datasets and limits privacy leakage. Table 5 shows the impact of
Laplace mechanism on Utility tasks and privacy leakage using this epsilon value. We found that
we can decrease leaking sensitive data by 24.04% on average among all datasets. The percentage
drop for each dataset is detailed in Table 5. Although these epsilon values allowed maximizing the
privacy-utility trade-o�, there is still an impact on the utility task; the average decrease in utility
with the Laplace mechanism is 15.54% among all datasets. We note that the biggest decrease in
utility task accuracy is for TüEyeQ with -27.26%, while forSmartEyePhonedataset performance
dropped by -14.85% and -4% for the IQ and card game task, respectively. We can mitigate against
this decrease in performance on the utility task by treating each dataset independently, in order to
�nd more epsilon values that achieve a reduction in privacy leakage with slightly less impact on
the utility task accuracy. For example, for the IQ task inSmartEyePhonedataset, 13 epsilon values
between 0.199 to 0.675 achieved the highest utility, with the highest being 64.07% at an epsilon
value of 0.249.
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Table 5. The impact of the Laplace mechanism with (n = 0.2998) to address theDataA�ack threat model on
privacy leakage and utility across all datasets and sensitive data. It shows the mechanism's e�ectiveness in
reducing privacy leakage, but also the associated utility model loss.

Dataset Sensitive data
Privacy leakage rate

(DataAttack)
Impact on

Utility

Before After
%

Change
Before After

%
Change

TüEyeQ
Gender 72.00% 58.39% -18.90%

82.86% 64.86% -27.76%Nationality 95.00% 68.85% -27.52%
Age group 65.00% 39.27% -39.58%

SmartEyePhone-IQ task

Gender 64.76% 58.77% -9.25%

69.43% 60% -14.85%
Age group 58.61% 49.47% -15.59%
Educational
background

70.64% 61.44% -13.01%

Nationality 71.06% 64.81% -8.79%

SmartEyePhone-Game task

Gender 61.76% 38.23% -38.1%

76.47% 74% -4%
Age group 61.81% 47.06% -28.62%
Educational
background

68% 44.11% -34.84%

Nationality 67.65% 47.05% -30.44%

Main Finding 2: Data perturbation using the Laplace mechanism restricts privacy leakage
from eye tracking data collected by stationary and handheld remote eye trackers.

4.2.2 Exponential mechanismIt is worth noting that, the Exponential mechanism achieved the
worst performance in terms of privacy protection. While the utility tasks remained una�ected
or experienced a minimal drop with all epsilon values from 0.001 to 10, the privacy leakage was
minimally dropped or was unchanged among all datasets. For instance, with the epsilon value
of 0.001, the accuracy of the utility task in the TüEyeQ dataset was 82.8% similar to the baseline
achieved in the utility model before the dataset perturbation. Similarly, the gender prediction
achieved an accuracy of 72.01% which is similar to the accuracy achieved with the privacy attack
model. We found only one epsilon value of4?B8;>== 1.73 that achieved a drop on privacy leakage
with some sensitive data. For instance, the predicting of nationality fromSmartEyePhonedataset
with the game task experienced a 4.3% decrease compared to the baseline accuracy of the privacy
attack model in predicting nationality. The card game prediction (i.e. utility task) experienced a
7.7% decrease compared to the baseline accuracy of the utility model of predicting the card game
task. The utility models from TüEyeQ andSmartEyePhonewere not a�ected. In terms of privacy
leakage, The Exponential mechanism resulted in an average decrease in leaking sensitive data of
7.87% among all datasets. Table 6 shows the performance of the Exponential mechanism with (n =
1.731) highlighting the impact on privacy leakage and utility models. Although the Exponential
mechanism performed successfully in minimizing privacy leakage in VR settings [94], it did not
perform well in minimizing privacy leakage in TüEyeQ dataset and ourSmartEyePhonedataset.
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Table 6. The impact of the Exponential mechanism (n= 1.731) to address theDataA�ack threat model on
privacy leakage and utility across all datasets and sensitive data. It shows the mechanism's minimal impact
in reducing privacy leakage and maintaining high accuracy in the utility models.

Privacy leakage rate
(DataAttack)

Impact on
Utility

Dataset Sensitive data
Before After

%
Change

Before After
%

Change
Gender 72.00% 72.01% +0.01%

Nationality 95.00% 95.26% +0.27%TüEyeQ
Age group 65.00% 62.78% -3.41%

82.86% 82.89% +0.03%

Gender 64.76% 64.70% -0.09%
Age group 58.61% 54.46% -7.08%
Educational
background

70.64% 70.58% -0.08%SmartEyePhone-IQ task

Nationality 71.06% 70.58% -0.67%

69.43% 69.59% +0.23%

Gender 61.76% 47.05% -23.81%
Age group 61.81% 35.29% -42.90%
Educational
background

68% 65% -4.44%SmartEyePhone-Game task

Nationality 67.65% 64.70% -4.36%

76.47% 70.58% -7.70%

Main Finding 3: The Exponential mechanism is not e�ective at reducing privacy leakage
in eye tracking data from stationary and handheld eye trackers.

4.2.3 Gaussian MechanismWith the Gaussian mechanism, we found one epsilon value that
achieved a trade-o� between utility and privacy. With this value of4?B8;>== 0.4104, the privacy
protection among both datasets with all the di�erent tasks was improved. However, the utility
tasks were negatively impacted. Table 7 shows the impact of Gaussian mechanism on sensitive
data leakage and utility tasks. With epsilon value of4?B8;>== 0.4104, the percentage drop on the
utility task for TüeyeQ,SmartEyePhonewith IQ Performance, and card game were 35.19%, 8.72%,
and 50.94%, respectively. Thus, we see that the utility performance on the card game task in the
SmartEyePhonedataset was the most impacted. This means that in the Gaussian mechanism, the
average drop in privacy leakage is 25.15%, but it also means that task accuracy of utility models
drops by an average of 32.28% among all datasets. By treating each dataset independently, the
Gaussian mechanism also achieved privacy leakage reduction with more values of epsilon but with
higher impact on utility loss. For instance, the Gaussian mechanism e�ectively limits the privacy
leakage in theSmartEyePhonedataset of the IQ task with 126 epsilon values ranging from 0.001 to
0.240. The highest utility model accuracy achieved within these epsilon values is 54.72% at epsilon
value of 0.175, which indicates that better privacy protection comes with a cost of higher impact
on utility. It is worth noting that random selection of privacy parameters may lead to extreme drop
in utility or extreme increase in sensitive data prediction. For instance, �gure 4 demonstrates the
�uctuations in the accuracy of predicting the card game task from theSmartEyePhonedataset,
and the accuracy of Age prediction after inducing noise to the eye movement features using the
Gaussian mechanism with 500 epsilon values. We note that with an epsilon value of 0.0145 the age
group prediction achieved an accuracy of 76.47% which exceeded the age prediction baseline of
61.81% from theSmartEyePhonedataset in the card game task.
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Table 7. The impact of the Gaussian mechanism with (n = 0.41) to address theDataA�ack threat model on
privacy leakage and utility across all datasets and sensitive data. It shows the mechanism's e�ectiveness in
reducing privacy leakage, but also the associated utility model loss.

Dataset Sensitive data
Privacy leakage rate

(DataAttack)
Impact on

Utility

Before After
%

Change
Before After

%
Change

TüEyeQ
Gender 72.00% 56.38% -21.69%

82.86% 61.29% -35.19%Nationality 95.00% 65.23% -31.34%
Age group 65.00% 37.16% -42.83%

SmartEyePhone-IQ task

Gender 64.76% 60.35% -6.81%

69.43% 63.86% -8.72%
Age group 58.61% 49.00% -16.4%
Educational
background

70.64% 60.40% -14.5%

Nationality 71.06% 59.77% -15.9%

SmartEyePhone-Game task

Gender 61.76% 38.24% -38.1%

76.47% 50% -52.94%
Age group 61.81% 47.06% -23.9%
Educational
background

68% 53% -21.81%

Nationality 67.65% 38.24% -43.48%

Main Finding 4: Similar to Laplace, data perturbation using the Gaussian mechanisms
restricts privacy leakage from eye tracking data collected by stationary and handheld remote
eye trackers

Comparing all the DP mechanisms using dataset perturbation in terms of the desired utility
privacy trade-o�, we see that the average decrease in utility was 7.7% with Exponential mechanism,
32.28% with Gaussian mechanism, and 15.04% with Laplace mechanism. Considering the utility
drop alone it appears that Exponential performs the best among the other DP mechanisms, however,
this is not the case in terms of the privacy leakage. The average decrease on privacy leakage was
only 7.78% with Exponential mechanism, 25.15% with the Gaussian mechanism, and 24.05% with the
Laplace mechanism. This shows that Gaussian and Laplace performed better in terms of limiting
the privacy leakage than the Exponential. However, we see that the Laplace mechanism achieved a
better trade-o� between utility and privacy with less impact on utility compared to the Gaussian
mechanism.
4.3 How e�ective are DP mechanisms in mitigating sensitive data leakage from a

ModelA�ack? (RQ3)
To address our second threat model, ModelAttack, we evaluated the model perturbation approach
using DP mechanism. Figure 5 demonstrates how model perturbation e�ectively limits privacy
leakage by showing that the accuracy of predictions for each sensitive feature falls below the
baseline of the privacy attack model. However, at most epsilon values, this also leads to a signi�cant
loss in the accuracy of the utility model. Therefore, we investigated which epsilon value minimizes
privacy leakage while maximizing the accuracy of the utility model. We found the epsilon value of
4?B8;>== 0.0073 achieved a trade-o� between privacy and utility. Table 8 presents the e�ectiveness
of the model perturbation highlighting the drop in privacy leakage with the cost of accuracy loss
of the utility models at this epsilon value. Our results indicate that using model perturbation led to
a decrease in privacy leakage achieving an average reduction of 24.15% among all the sensitive
data. However, this came at the cost of a 19.06% average decrease in the model utility. The impact
on utility for each dataset and task at the epsilon value that achieves the privacy-utility trade-o� is
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Table 8. The impact of the model perturbation with (n = 0.0073) to address theModelA�ack threat model
on privacy leakage and utility across all datasets and sensitive data. It shows the e�ectiveness of model
perturbation in reducing privacy leakage, but also the associated utility model loss.

Privacy leakage rate
(ModelAttack)

Impact on
Utility

Dataset Sensitive data
Before After

%
Change

Before After
%

Change
Gender 72.00% 59.73% -17.04%

Nationality 95.00% 90% -5.26%TüEyeQ
Age group 65.00% 54.03% -16.87%

82.86% 71.20% -14.07%

Gender 64.76% 54.25% -16.22%
Age group 58.61% 48.63% -17.02%
Educational
background

70.64% 56.67% -19.77%SmartEyePhone-IQ task

Nationality 71.06% 48.94% -31.12%

69.43% 52.83% -23.90%

Gender 61.76% 29.41% -52.38%
Age group 61.81% 41.17% -33.33%
Educational
background

68% 50% -26.47%SmartEyePhone-Game task

Nationality 67.65% 47.05% -30.45%

76.47% 61.76% -19.23%

detailed in Table 8. These results show that model perturbation using DP limits the privacy leakage
in stationary and handheld mobile eye trackers with an impact on utility. They also show, for
the �rst time, that this method is e�ective for gaze data collected from handheld mobile devices.
However, there is a higher reduction in both privacy leakage and utility in theSmartEyePhone
dataset compared to the TüEyeQ dataset.

Fig. 3. Accuracy of predicting the IQ task (i.e., the utility task) and the sensitive data from theSmartEyePhone
dataset across 500 epsilon values using the Laplace mechanism. The presence of cases where the prediction
is lower than the baseline means that many epsilon values reduce privacy leakage. However, it is also clear
that at many of those epsilon values, the accuracy of predicting the utility task is reduced as well. This
led us to investigate which values minimize privacy leakage and maximize utility task prediction (i.e., the
privacy-utility trade-o�)
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