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Fig. 1. Left: A photograph of screen in an office environment being obfuscated by a block box. Right: A
participant partially occluding the screen to circumvent obfuscation of on-screen content.

Camera-equipped smartphones pose security risks to organisations by allowing intentional or accidental leaks
of confidential on-screen information. We introduce SafeScreen, an Android camera app that detects and
obfuscates screen content in real-time using deep-learning recognition for distant screens and Moiré pattern
detection for close-up screen captures. Our mixed-methods, ecologically focused study compared “benign”
(ordinary photography) and “malign” (circumventing detection) uses. Results show SafeScreen effectively
prevents accidental leaks, but that the majority of users were able to exploit it by discovering workarounds
such as partial screen occlusion. Our work contributes (1) a novel screen-blocking camera system, and (2)
insights from real-world, unguided interactions. We show how evaluating security systems in authentic
settings uncovers user-driven vulnerabilities and frustrations that inform future researchers and organisations.
We close by discussing future technical features which could offer usability or security improvements, as well
as emphasising the benefits of unscripted and adversarial user evaluations.
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1 INTRODUCTION
The proliferation of smartphones with high-resolution cameras introduces new challenges for
data confidentiality. One significant concern is the capture of sensitive information displayed on
screens, such as computer monitors. Unlike traditional data leaks, screen-based leaks leave little
to no digital footprint, making them difficult to detect and investigate. This issue is critical for
organisations handling confidential information, where employees with access to organisation-
issued smartphones may inadvertently or intentionally leak sensitive screen content.

Previous work either fails to prevent real-time capture or imposes significant usability burdens.
Prior work has explored mobile screen detection for lifelogging [27], while object detection has been
used in security applications such as baggage scanning [17] or security cameras [41]. Real-time
obfuscation of sensitive screen content has remained an open challenge, however, as existing
detection methods struggle with close-up captures lacking clear screen borders and fail to account
for user adaptation to security mechanisms.

In this paper, we introduce SafeScreen, a real-time mobile security system designed to proactively
block the capture of sensitive screen content while allowing normal camera use for non-screen
objects. SafeScreen integrates deep-learning screen detection to facilitate real-time obfuscation to
prevent screen-based leaks. Additionally, SafeScreen utilises Moiré pattern recognition, which is an
optical interference effect that naturally arises in close-up photos of screens, for detecting screen
content when screen borders are not visible. This approach, inspired by prior work [56], has been
used in related contexts such as spoof detection and image forensics, but remains under-explored
in mobile security applications. SafeScreen is evaluated in in a laboratory study conducted in a
real office setting with unscripted user interactions, resulting in ecologically valid scenarios where
participants adopt both benign and adversarial user roles. This allows observation of how unguided
users adapt to security constraints, which is a crucial aspect that is often overlooked in controlled
lab studies.

SafeScreen consists of three core technical components:
(1) Screen recognition: A novel AI-based detection model trained on 36,323 images sourced

from real and synthetic datasets.
(2) Moiré pattern detection: Leveraging Moiré pattern, an optical interference phenomenon

common in close-up screen captures, to detect screen content even when screen borders are
absent.

(3) Real-time obfuscation: Preventing access to sensitive content by applying obfuscation
during capture.

We evaluated SafeScreen using a mixed-methods user study in a realistic office environment,
examining both its effectiveness user responses to its presence. Participants engaged in two roles:

• A benign role, where they took everyday photos (e.g., receipts, coffee cups), assessing
SafeScreen’s usability.

• A malign role, where they actively attempted to bypass SafeScreen’s security measures.
Results show that SafeScreen has the potential to prevent naïve and accidental leaks, achiev-

ing 77% precision screen detecting screens and 99.1% detecting Moiré patterns during technical
evaluation. However, during adversarial use, participants quickly identified workarounds—most
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notably partial occlusion�that enabled them to capture screen content 30.8% of the time despite
SafeScreen's interventions. Additionally, during benign use, participants found themselves frus-
trated by false positives and forced to explore workarounds while undertaking everyday tasks, such
as photographing a receipt. These �ndings highlight a core tension between security and usability,
demonstrating the value of ecologically valid evaluations that uncover real-world security gaps
and user approaches that traditional highly-controlled lab-based evaluations might miss.

Finally, we use our �ndings to discuss the upsides but also the limitations of our current ap-
proach. We then identify promising future technical features that could drive improvement, such
as implementing geofencing to improve usability or adding digital forensics via perceptual hashing
to improve security. We also discuss how uncovering novel detection challenges posed by everyday
objects during unscripted interactions can inform more e�ective, tailored model training in future
implementations of security-focused mobile screen-detection. Our contributions are:

� We present SafeScreen, a novel real-time mobile security tool that prevents screen-based
data leaks through deep-learning screen recognition, Moiré pattern detection, and real-time
obfuscation.

� We conduct an ecologically valid security evaluation, demonstrating how users adapt to
security constraints and identifying key usability-security tradeo�s.

� We advocate for mobile security research to prioritise user-centred security evaluations using
unscripted adversarial behaviours to test protective measures.

2 BACKGROUND AND RELATED WORK

Prior work has highlighted the ethical and privacy concerns surrounding covert or semi-covert
image capture in public and professional settings [26]. Users often balance visibility with discretion,
seeking moderate noticeability to avoid negative reactions while still achieving their capture
goals. Similarly, our study on SafeScreen reveals how users adapt to restrictions by discovering
physical workarounds, raising questions about the usability-security trade-o� in mobile security
interventions. Our prototype builds on prior work on object detection and Moiré pattern detection,
and our threat model is a form of an `insider attack'. This section summarises the state of the art in
these three areas and how our work builds upon them.

2.1 Security Applications of Mobile Object Detection

Thanks to advancements in both the processing power of mobile devices and the scalability of
machine learning, smartphones can now be used to deploy mobile in-the-wild object detection using
their built-in cameras, allowing researchers to explore real-time applications. These applications
vary widely: from successfully employing e�cient models such as SSDs and MobileNet to facilitate
road damage detection with on-site inspection [6, 33, 34], to classifying crop pests and diseases [15,
36].

Speci�cally, prior work has used expanded mobile processing power to perform object detection
of screens in daily life. Adate et al. developed a deep learning system that used low-resolution
images taken from a wearable necklace camera to detect various screens with 80% precision, to help
users assess and regulate their screen-time [4]. Following a di�ering approach, Li et al. developed
the glasses-mounted SpecEye system to detect the presence of a screen in the user's view by the
speci�c light they emit, achieving 95% detection accuracy in a �eld study [30]. A body of work
explored privacy-aware obfuscation to protect the identity of individuals in photos [18, 25, 29]. For
example, Elagroudy et al. investigated the impact of privacy-protection methods, such as blurring
and deletion, on users' ability to recall memories in recordings by lifelogging cameras, �nding that
such interventions do not signi�cantly degrade memory quality while still ensuring privacy [18].
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Khamis et al. and Li et al. explored the e�ectiveness of privacy-aware obfuscation using methods
like blurring, pixelation and replacing faces by DeepFakes to conceal individuals' identities, and
studied their impact on perceptions towards the photos [24, 25, 29].

Our approach most closely follows on from foundational work by Korayem et al., who applied
a CNN to accurately and automatically detect screens in images taken by a wearable lifelogging
camera [27]. While motivated by the need to prevent privacy leaks during lifelogging, no actual
prevention of obfuscation of screens was implemented. We take the next steps in this approach,
obfuscating images taken in by the user in real-time.

Object detection has previously been applied to speci�c security applications. For example,
in areas such as airports, people are required to pass their baggage through X-ray scanners to
search for objects that could cause a security threat, such as weapons or illegal drugs. Several
researchers have used deep-learning object detection models to facilitate this detection [5, 17],
with Dhiraj et al. �nding that Faster R-CNN trained on an ImageNet database could achieve 98.4%
accuracy. Others have explored how object detection could facilitate or prevent security attacks
on user authentication, demonstrating it can be used to identify heat traces left by users when
they authenticate on keyboards, keypads or screens [7, 31]. Furthermore, the real-time automatic
detection of people inside security camera footage has also been demonstrated [22] with even
lightweight mobile hardware [41], potentially reducing the need for constant human supervision
of security footage. Our approach draws upon all these established areas, leveragingmobileobject
detection ofscreensfor a novelsecurityapplication: preventing sensitive screen content leaks in
secure settings.

2.2 Moiré Pa�ern Detection

In order for screen-detection to remain robust in security contexts, our approach must be able
to detect screen content even when the borders of the screen are obscured or an image is taken
close to the panel. To achieve this, we drew inspiration from prior work detecting Moiré patterns, a
distinctive visual artefact (see Figure 2) that arises when using a digital camera to capture an image
of a screen, as a result of interference between the pixel grids of a camera and of the screen [40, 50].
Thus, detecting these patterns may allow one to ascertain if an image was captured from a screen,
even if the screen's edges or device is not in view.

For instance, Patel et al. [43] used MLBP (multi-scale local binary pattern) and DSIFT (dense
scale invariant feature transform) features to di�erentiate between di�erent Moiré patterns to
successfully identify spoofed facial images in live video, for example to detect if a photo is being used
to bypass facial identi�cation. Since then several other works have utilised deep-learning networks,
such as CNNs (Convolutional Neural Networks) [3, 50], the HRDN (High-Resolution DeMoiré
Network) [57] and MoiréDet (Moiré Pattern Detection Neural Network) [56] to successfully identify
these patterns in images captured from screens, allowing potential follow-up actions such as
removing the artefacts from the image [50, 56]. Xu et al. also investigated the purposeful insertion
of Moiré patterns as a hidden security watermark that, when extracted, could allow leaked images
captures from screens to be traced back to a perpetrator [55]. We follow on from prior work,
utilising E�cientNet-lite0 [ 51] to detect Moiré patterns, allowing SafeScreen to detect close up
screens in photo and video capture.

2.3 Insider A�acks and Benign or Malign User Workarounds

Preserving information security (IS) is a vital concern for many organisations, and understanding
and combating potential threats has long been a research focus [53]. A major threat to IS comes
from the members of the organisation itself intentionally, or unintentionally. Insiders may leak
sensitive data through insider attacks (malign intent) [35] or inadvertently by, for example, using
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Fig. 2. Example of a visible Moiré pa�ern appearing in a photo of a screen. Moiré pa�erns are visual artefacts
that emerge when two repetitive grids, such as a camera sensor's pixel array and a screen's pixel matrix,
interfere with each other, producing unintended wavy or rippled distortions. These pa�erns are a common
challenge in image processing, but we leverage them to identify close-up captures of screens where traditional
screen detection fails due to the absence of visible screen borders.

workarounds for obstructive security systems (benign intent) [8]. Given the prevalence of insider
data leaks, considering how an application which obfuscates screens from photographs might
impact real settings in both benign and malign user scenarios should be considered.

Individuals within organisations have been continually found to utilise workarounds for secu-
rity procedures and controls to more e�ciently complete their current objectives [8, 46]. Such
workarounds can become so commonplace that they are no longer viewed as problematic, and
the loss of IS may be seen as an acceptable trade-o� [53] or even be seen as essential for e�ec-
tive working [14], despite the risks posed. Prior work has observed commonplace technological
workarounds with severe security implications, such as sharing access to secure workstations for
convenience [46], ignoring privacy guidelines [45] or storing con�dential information on personal
devices [14]. To counteract this threat, research advises engaging with users to understand their
behaviours and motivators for workarounds and analysing the risk that these workarounds pose to
IS [9, 14, 28]. Hindrance was identi�ed as a key motivator [46], thus it is crucial to explore how
obstructive a screen-blocking camera app would be for everyday photography tasks. Subsequently,
we tasked participants in this work to take realistic images of everyday subjects to observe what
workarounds such obstruction may provoke.

The threat to IS by organisation insiders is further heightened when those members intentionally
plan to leak data. Insider attacks may account for 90% of data breach incidents and can be motivated
in many ways, including �nancial reward, political alignment, dissatisfaction with organisation
actions or pressure by outside entities [35]. Identifying potential attackers is extremely challenging
and the subject of much research [19, 42]. Another approach is the prevention or identi�cation of
IS attack vectors using heightened technological security measures, such as encryption, hashing,
Digital Rights Management systems or geofencing access to data to certain secure locations.
Organisations may adopt several technological along with education, training and audits as part of
a multi-layered defence [42]. Our approach, obfuscating sensitive data in photos, would aim to serve
as a technological layer of defence and thus it is key to understand how motivated insider attackers
may respond to this layer to try and bypass it. Insider attacks can also be enacted unintentionally,
as the organisations are often pressured to allow members to bring their own devices and data can
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easily become inadvertently shared via social media [21, 37], a key threat of smartphone cameras
that our approach aims to address.

To understand potential attacker strategies, we had participants adopt an adversarial mindset
and take on the role of an inside attacker to observe which strategies users may explore to confound
our screen-blocking approach and if any are successful. This was inspired by prior research
that has shown that allowing users to adopt asecurityor adversarial mindsetcan improve their
understanding of security vulnerabilities [39]. This has been proposed or used as a method to
improve awareness and outcomes in Cybersecurity education [16, 47] and has allowed users to
experiment with di�erent attack vectors and strategies [44, 49]. Prior work has explored the e�cacy
of security attacks by non-experts [2], an approach we furthered to allow observation of the
strategies explored by undirected users adopting an attacker role.

3 THREAT MODELS

Before presenting our approach, we �rst describe the threat models we are focusing on. We consider
two scenarios which embody established ways that data leaks can occur from secure spaces via
intentionalmalign[19, 35] or unintentional benignbehaviour [21, 37]. In these scenarios, employees
have been provided with smartphones by the organisation, installed with a custom camera app
to prevent data leaks. In themalignscenario, an employee attempts to bypass or circumvent the
camera app's protections and use the smartphone to capture images of secure information on
screens in the o�ce, in order to then leak the information. In thebenignscenario, the employee
uses their camera app to capture benign images around the o�ce, such as a personal receipt for
reimbursing expenses, a co�ee cup or a coworker, but accidentally captures sensitive information
from a screen environment, which may then be leaked via sharing.

In both threat models, we assume that the user is provided with an organisation-issued device
and is prohibited from bringing personal devices onto the organisation's premises. This means
that the organisation has the authority to deploy and enforce the use of custom default camera
applications, overriding any other camera app on the device.

4 SAFESCREEN: IMPLEMENTATION AND TECHNICAL EVALUATION

To address the above threat models, we implemented SafeScreen, an Android application that
detects screens and obfuscates them within a typical smartphone camera app.

To facilitate the detection of screens in captured photos or videos, we developed a deep learning
object detection approach that utilised two established models to prioritise fast execution and
small size. The �rst model focused on detecting screen borders (Section 4.1), whereas the second
model focused on detecting close-up photos or videos of screens where the borders are not visible
(Section 4.2). The models were then integrated into an Android app (Section 4.3). The training and
development process was conducted on a laptop with a 3.30GHz processor, 16GB of RAM and a
dedicated 8GB NVIDIA GPU RTX 3060.

4.1 SafeScreen's Screen Detector

To detect screens within the frame, we used YOLO v5s, a small and low-latency model that can
still achieve high detection accuracy [23], making it suitable for deployment in a mobile camera
application that requires low processing time to emulate the usability of normal camera applications.

To train the screen detector, we used three sources to compile an initial dataset of 1798 images
of computer monitors and laptop screens from the following sources: 210 images sourced from
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Table 1. Prompts used to generate synthetic training images with corresponding counts.

Prompt Images Generated

Image of laptop screen 300
Image of laptop screen in a café setup 500
Images of desktop and laptop screens with people working in a cafeteria 500
Images of desktop and laptop screens with people in a government o�ce 500
Images of desktop screens with people around working 500
Images of double screens with people around 500
Images of desktop screens with objects on the table (e.g., co�ee mug) 500
Images of desktop screens with documents on the table 500
Images of desktop screens with people standing around the screen 500

YOLOv5s Model Training Images Test Set Precision Recall

Robo�ow + Flickr + SD Robo�ow + Flickr + SD 65.8% 64.4%
LoRA Robo�ow + Flickr + SD 53.2% 37.5%
Robo�ow + Flickr + SD + LoRA Robo�ow + Flickr + SD 77.4% 73.9%

Table 2. Screen-detection performance of YOLOv5s model when trained di�erent datasets.

image-sharing siteFlickr1, 1062 images sources from the computer vision resource siteRobo�ow2

and 526 synthetic images generated using Stable Di�usion V13 We used this initial dataset to train a
LoRA (Low-Rank Adaptation) model, which allows �ne-tuning of large models like Stable Di�usion
without the need to retrain them entirely [20], to generate a further 4300 synthetic images. We
utilised the �exibility of image generation to expand the dataset with images situated speci�cally in
our target setting of secure o�ce spaces. These included images of people working at dual-monitors
(500 images), images of people standing in an o�ce near a screen (500), images of a monitor and
laptop screen in a government o�ce (500) and images of monitors sharing a desk with another
desktop object such as a mug (500), among others. The prompts are shown in Table 1. Visual
inspection was conducted to check that images were well-formed and contained the prompted
contents, resulting in 250 generated images being discarded. Finally, the whole dataset was split
into a training set (80%) and a testing set (20%). We used the Python Albumentation package to
facilitate data augmentation of training images, producing 6 additional images per sample varied
by rotation, saturation, occlusion and position within the frame, for a �nal training set of 36,323
images4.

Technical Evaluation: The performance of the screen-detecting YOLOv5s model was evaluated
by two metrics: precision (P) and recall (R). P measures the proportion of positive identi�cations that
were correct, de�ned as the number of true positive (TP) identi�cations divided by the sum of true
positives (TP) and false positives (FP). R measures the proportion of possible positive identi�cations
that are successfully made, de�ned as the number of TPs divided by the sum of TPs and FNs

1https://www.�ickr.com/ accessed on 3 Feb. 2025.
2https://robo�ow.com/ accessed on 3 Feb. 2025.
3https://github.com/AUTOMATIC1111/stable-di�usion-webui accessed on 3 Feb. 2025.
4Datasets - Screen Images: https://zenodo.org/records/15353664 Moiré Images: https://zenodo.org/records/15353789.
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(a) Safescreen
App (b) SafeScreen's Processing Pipeline

Fig. 3. (a) The SafeScreen Camera App interface, showing the user controls for capturing images and videos,
including options for swapping cameras, adjusting zoom, and accessing the gallery. (b) SafeScreen's Processing
Pipeline, illustrating the sequence of operations that occur when a user a�empts to capture a photo or video.

(false negatives, or instances where the target object is present but not identi�ed). To classify a TP
detection, we consider three factors: con�dence score, object class and Intersection over Union
(IoU). The con�dence score is the probability that the anchor box contains an object, while IoU is
de�ned as the area of the intersection divided by the area of the union of a predicted bounding
box and a ground-truth box. This was achieved using a labelling toolbox5 to draw the bounding
boxes on the screen, which provided coordinates of the screen to use as ground-truth. We de�ned
two classes: screen and no-screen. We considered an identi�cation to be a TP if it satis�ed three
conditions: (1) the con�dence score was greater than a threshold (0.60), (2) the predicted class
matched the ground truth class and (3) the predicted bounding box has an IoU (Intersection over
Union) with the ground-truth greater than a threshold (0.75). We selected 0.75 as the TP threshold
to achieve more precision than 0.50, which is more typically used for YOLO [1]. A FP was recorded
if the predicted object class did not match the ground truth or the IoU was below the threshold.
When trained on the 80% training set of images from Flickr, Robo�ow and Stable Di�usion, the
Yolov5s model achieved 65.5% P and 64.4% R on the 20% testing set. Following this evaluation, we
integrated images generated using LoRA into the training set to attempt to improve the model,
resulting in performance increases to 77% P and 73.90% R (see Table 2). We further conducted a
5-fold cross-validation on a shu�ed dataset of 1062 images from Robo�ow, 210 images from Flickr
and 526 synthetic images (total 1798 images). This resulted in 60.2% P, 54.7% R and 57.3% F1 Score.
These evaluations indicating the app may be vulnerable to false positives and negatives during
unguided use, which our evaluation later tested.

4.2 SafeScreen's Moiré Pa�ern Detector

A limitation of screen-detection is that it may fail to account for situations where the camera is
close enough to the screen that the screen's borders are no longer in the camera's view. To address
this, we implemented a Moiré pattern detector, as such patterns appear when taking close-up
photos of screens as detailed in Section 2.2 and illustrated in Figure 2. When it came to detecting
Moiré patterns, we chose to employ the E�cientNet-lite0 model [51], a lightweight variant of the
E�cientNet architecture that can achieve high accuracy while critically prioritising low latency. We
trained an E�cientNet-lite0 model on a dataset of 318 images (1000Ö750 resolution) of computer

5Model Training & Testing Code: https://github.com/MdSha�qu/SafeScreen/ accessed 3 May 2025
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screens captured using a Google Pixel 3 smartphone. This allowed the model to learn Moiré pattern
features speci�c to smartphone-captured screen images. As before, we created six additional images
per original image using data augmentation, varying them by rotation, saturation, occlusion and
position, resulting in a total dataset of 2226 images. We then tested these images against 264 screen
shot images of various websites with no present Moiré pattern, which were also subject to data
augmentation for a total of 1848 images. To e�ciently classify images on a smartphone, we used
the Mobilenet version of the E�cientNet model to classify images into `Moiré pattern' and 'no
Moiré pattern' categories. While it was not clear from prior work what other subjects may cause
false positives for Moiré detection, we expected that situating the study in an o�ce context may
reveal these cases.

Technical Evaluation: The performance of the E�cientNet-lite0 classi�cation model was
evaluated based on its accuracy, de�ned as the total percentage of images (both Moiré and non-
Moiré) correctly classi�ed, achieving 99.15% accuracy.

4.3 The SafeScreen App

To explore the applicability of our screen-detection and obfuscation approach in realistic use cases,
we integrated it into a custom-built Android camera application. Secure organisations that out�t
employees with smartphones could deploy a similar application as the default camera app to ensure
secure use. The application features similar capabilities to a normal camera app but integrates
screen-detection and obfuscation to prevent users from capturing screen content on photos or
video, either universally or within a speci�c secure geographic location.

From the user's perspective, the app has a similar user interface (UI) to standard camera applica-
tions (Figure 3) and many standardised features. Photos or videos are taken with a shutter button
at the bottom of the screen. Users can switch between the front and back cameras (via the Android
CameraX API), swipe left or right to switch between photo or video capture, tap the view�nder to
auto-focus, change the aspect ratio or camera �ash settings, and zoom in or out using a UI slider
or pinch gesture. Users can also select a photo gallery app, set for future use via an Application
Interfacing Request to the Operating System. The application was developed using Android SDK
ver. 34 and targets Android 14, but is compatible back to SDK ver. 30 and Android 11.

4.3.1 Preventing Access Before Obfuscation.Because obfuscating the media, especially videos,
takes some time, a potential risk is that the user accesses the original image and leaks it before the
obfuscation is applied. SafeScreen prevents this as follows. For photos, the captured image remains
in the device's RAM and is only saved to the device's internal storage after obfuscation has been
applied. Because the same approach would place a signi�cant demand on RAM in case of videos, we
instead store the video in an encrypted folder hidden from the user, apply the obfuscation, delete
the encrypted version, and then save the obfuscated video to the device's internal storage.

4.3.2 Processing Pipeline.When a user attempts to capture a video or photo, the following process
occurs (see Figure 3). The image is �rst copied, and the copy is resized for storage in local memory
during processing. There is no point where the image is accessible without potential obfuscation.
Then the steps required to detect screens within the image begin. Then Moiré detection is run on
the captured photo, or upon each frame of the captured video. This step is conducted before screen
object detection, as it may identify screens even when visible features such as the screen border or
housing are hidden by framing or a close-up photograph. If a Moiré pattern is detected in an image,
the user is noti�ed via onscreen text and prevented from saving the image. In a video frame, it is
replaced with a black frame. If no Moiré pattern is detected, screen-detection is performed. Areas
within which screens are detected are marked with a detection box. This box is then scaled up to
the original image's size and used to apply obfuscation to the original photo or video frame with a
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